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SVM is a supervised learning
method that looks at data
and sorts it into one of the

two categories
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Support Vector Macl

e - How Support Vector Machine Works | SVM In Machine Learning | Simplilearn D ~»

What is Support Vector Machine?

We can also say that the
distance between the
points and the line should
be far as possible
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What is Support Vector Machine?

In technical terms, we can
say that the distance
between the support vector
and the hyperplane should
be as far as possible.
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Optimal hyper plane
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Support Vector Machine

* "Support Vector Machine" (SVM) is a
supervised machine learning algorithm which
can be used for both classification or
regression challenges

« perform classification by finding the hyper-

plane that differentiate
well

the two classes very

Support Vectors i .

Predict the New Data Item
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Identify the right hyper-plane

(Scenario-3)

+ Some of you may have
selected the hyper-
plane B as it has higher
margin compared to A
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Can we classify two

classes (Scenario-4) kernel_trick.

* Here, we will add a new feature z = x2 + y2.

+ All values for z would be positive always

y . 3 + outlion for star class " :**:* *::.*** because z i.s the squared -sum of both x and y
x ¥ % e 00e + In the original plot, red circles appear close to
* ** 0.. o the origin of x and y axes, leading to lower
.. ° 1'(. value of z and star relatively away from the
origin result to higher value of z.

Find the hyper-plane to segregate to classes

(Scenario-5)
v * SVM can solve this
problem. Easily! It
solvecsj this prgglem b
o ! oy .
& W 4 imtroducing additiona K Nearest Neighbour
* 0.;.0 i
*x %000 x
* k%




Nearest Neighbor Classifiers

* Basic idea:
« If it walks like a duck quacks like a duck, then it's probably a duck

Compute
Test
Record

—/7‘
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Tr‘ainmg
Records

Choose k of the
" “nearest” records

Definition of Nearest Neighbor
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(b) 2-nearest neighbor (c) 3-nearest neighbor

(a) 1-nearest neighbor
K-nearest neighbors of a record x are data points

that have the k smallest distance to x

Basic Idea

* k-NN classification rule is to assign to a test sample the

* The k = 1 rule is generally called the nearest-neighbor

classification rule

majority category label of its k nearest training samples

* In practice, k is usually chosen to be odd, so as to avoid ties

Distance-weighted k-NN

Replace \
f(g)=argmax } 5(v, £ (x,))

vel =1

by:
s0(v, f(x)))

f (@)= argmaxz

ver g d(x,,x )
General Kernel functions like Parzen Windows may be considered

Instead of inverse distance
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Predicting Continuous Values

Replace

by:

* Note: unweighted corresponds to wz=1 for all i

. k
/(g) =argmax 3 w;5(v, f(x;))

vell =1

k
. Z w f(x;)
F@="——
Z Wi

i=1

Value of K

+ Choosing the value of k:
« If k is too small, sensitive to noise points
« If k is too large, neighborhood may include points from other

classes R ¥
+ S T T
Rule of thumb: S - - N -
K = sqrt(N) + i ++ H
N: number of training points LT
+ "\— - - ,"'
“ = +

Nearest-Neighbor Classifiers: Issues

— The value of k, the number of nearest neighbors to retrieve

— Choice of Distance Metric to compute distance between records

— Computational complexity

— Size of training set

— Dimension of data

Distance Metrics

Enclidean:

Minkowsky: Manhattan / eity-block:

r)u.,vl-‘me—L'\‘ pry= Fl-nf  Bey=Yin-y
& ] =1 &

Camberra: nxx.,x-z)l‘:': Chebyeher:  Dix,y) = maxs; -

Quadratie:  Dix,y) = (x- y) Q- y1= ED:H, - 30|y - 3)
Q s & probiemspecific positive A

definite m x m weight matrix
Vi the covariznce matrix of Ay-Am,

Mahalanobis:
and A; i the vestor of values fos

Dix,y) =[6et V™ (x - )TV Yx - 3)
Correlation:
el = Mo = 3)
Dixy)= ol

Ju- “'!..2.“" W

Chisquare: iz F
&

sign(x)=-1, 000 1ifx <0,
¥=0,0r £ > 0, respectively.

(n _wY
s | sicey " sizey |

2 &l
Kendall’s Rank Correlation:  Dx.y) =1 ﬂc""i i ’2 Slwnu‘ —x)signiy, - ¥5)

auribute j occuring in the training set
instances. 1.

e e s il
faccuring in the training set

sy i the sum of al values for saribuic
foceuring in the training set, and sz, is
the sum of all values in the vestor x.

==

Figure 1. Equations of selected distance functions
(x and y are vectors of m atribute values)




Naive Bayes
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Naive Bayes

* Naive Bayes Algorithm (for discrete input attributes)

: Given a training set S,
For each target valueof ¢; (c; =c;,--,c )
15(C =¢;) < estimate P(C = ¢;) withexamplesinS;
For every attribute value Ay of each attributex; (j=1,-,n;,k=1,--,N;)
P(X; =1, 1C =) < estimate P(X; = a, |C = ¢;,) withexamplesin S;
Output: conditional probability tables; for x; N,xL elements
: Given an unknown instance X' = (4 -, 4.,),
Look up tables to assign the label ¢* to X" if
[P(a, 1"y P(a, 1P ) > [P(a; 1)+ Pa, |0)IP(c), c#c,c=cyrmrey

31

Naive Bayes

e Bayes classification
P(C1X) < P(XIC)P(C) = P(X,,--, X, | C)P(C)
Difficulty: learning the joint probability p(x,, ., x, 1C)
* Naive Bayes classification
— Making the assumption that
P(Xy, X5, X, 1C) = P(X, 1 Xy, X, ;C)P(X, -+, X, | C)

=P(X,|C)P(X,, X, 1C)
=P(X,IC)P(X, |C)- - P(X,|C)

— MAP dlassification rule
[P(x,1¢7) - P(x, 1 ¢ )IP(cT) > [P(x, [ €)-- P(x, | ¢)]P(c), c#c ,c=c,r 0,

30

Example

e Example: Play Tennis

PlayTennis: training examples

Day || Outlook Temperature Humidity =~ Wind | PlayTennis
D1 Sunny Hot High Weak No
D2 Sunny Hot High Strong No
D3 Overcast Hot High Weak Yes
D4 Rain Mild High Weak Yes
D5 Rain Cool Normal Weak Yes
D6 Rain Cool Normal Strong No
D7 Overcast Cool Normal Strong Yes
D8 Sunny Mild High Weak No
D9 Sunny Cool Normal Weak Yes

D10 Rain Mild Normal Weak Yes

Di1 Sunny Mild Normal Strong Yes

D12 || Overcast Mild High Strong Yes

D13 Overcast Hot Normal Weak Yes

D14 Rain Mild High Strong No

32
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Example

e Learning Phase

Play=Yes | Play=No Play=Yes Play=No
Sunny 2/9 3/5 Hot 2/9 2/5
Overcast 4/9 0/5 Mild 4/9 2/5
Rain 3/9 2/5 Cool 3/9 1/5
Play=Yes | Play=No Play=Yes | Play=No
High 3/9 4/5 Strong 3/9 3/5
Normal 6/9 1/5 Weak 6/9 2/5

P(Play=Yes) =9/14  P(Play=No) = 5/14

33

Decision Trees

Intro AT Decision Trees 35

Example

e Test Phase
— Given a new instance,

— Look up tables
P(Outlook=Sunny | Play=Yes) = 2/9 P(Outlook=Sunny|Play=No) = 3/5
P(Temperature=Cool | Play=Yes) = 3/9 ~ P(Temperature=Cool | Play==No) = 1/5
P(Huminity=High| Play=Yes) = 3/9 P(Huminity=High|Play=No) = 4/5
P(Wind=Strong | Play=Yes) = 3/9 P(Wind=5trong|Play=No) = 3/5
(

P(Play=Yes) =9/14 P(Play=No) = 5/14

— MAP rule

[P(Sunny|Yes)P(Cool | Yes)P(High| Yes)P(Strong | Yes)|P(Play=Yes) = 0.0053
[P(Sunny|No) P(Cool INo)P(High| No)P(Strong| No)]P(Play=No) = 0.0206

34

Outline

+ Decision Tree Representations
» ID3 and C4.5 learning algorithms (Quinlan 1986)
+ CART learning algorithm (Breiman et al. 1985)

« Entropy, Information Gain

* Overfitting

Intro AT Decision Trees 36
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Training Data Example:

Goal is to Predict When This Player Will Play Tennis?

PlayTennis: training examples

If the features are continuous, internal nodes may test the value of a feature against a threshold.

Sunny Overcast Rain

|

>75%  <=75% >20 <=20
No Yes No Yes
Intro AT Decision Trees 39

Day || Outlook  Temperature ~Humidity ~Wind | PlayTennis
D1 Sunny Hot High Weak No
D2 Sunny Hot High Strong No
D3 Overcast Hot High Weak Yes
D4 Rain Mild High Weak Yes
D5 Rain Cool Normal Weak Yes
D6 Rain Cool Normal Strong No
D7 Overcast Cool Normal Strong Yes
D8 Sunny Mild High Weak No
D9 Sunny Cool Normal Weak Yes
D10 Rain Mild Normal Weak Yes
D11 Sunny Mild Normal Strong Yes
D12 || Overcast Mild High Strong Yes
D13 Overcast Hot Normal Weak Yes
Dl4 Rain Mild High Strong No
Intro AT Decision Trees 37
Decision Tree Hypothesis Space
o Internal nodes test the value of particular features x; and branch according to the
results of the test.
o Leaf nodes specify the class h(x)
Sunny Overcast Rain
Humidity Yes
High  Normal Strong ~ Weak
No Yes No Yes
Suppose the features are Outlook (z1), Temperature (), Humidity (z3), and Wind
(24). Then the feature vector x = (Sunny, Hot, High, Strong) will be classified as No. The
Temperature feature is irrelevant.
Intro AT Decision Trees 38

Decision Tree Decision Boundaries

Decision trees divide the feature space into axis-parallel rectangles, and label each rectangle

with one of the K classes.

%2 x2<3
- L
1
6 xl<4 xl<3
1
! 1
[ 0 1 x2<4 1.
4 0 /\
0 L
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[
0
s 1
0 1
0 1
0
0 2 4 6 x1
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Decision Trees Can Represent Any Boolean Function

x2

x1<0.5
1 Lo
x2<0.5 x2<0.5
0 0] 1
0 1 1 0
0 1 x1

The tree will in the worst case require exponentially many nodes, however.

Decision Trees 41
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Choosing the Best Attribute

Al and A2 are “attributes” (i.e. features or inputs).

Which attribute is best?

[29+,35-] A1=? [29+,35-] A2="?
Number +
and — examples / $ f ) f
before and after
a split.
[ ] [ ]

21+, 5-] [8+,30-] 18+,33- 11+,2-

- Many different frameworks for choosing BEST have been
proposed!
- We will look at Entropy Gain.

Intro AT Decision Trees 43
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Learning Algorithm for Decision
Trees

S:{(X1>yl)>--~a<XN’yJ\7)} :7<\:{(;;3)

GROWTREE(S) pHELS
if (y = 0 for all (x,y) €.5) return new leaf(0)
else if (y = 1 for all {(x,y) € S) return new leaf(1)
else

choose best attribute z;

Sy = all (x,y) € S with z; = 0;

Sy =all (x,y) € S with 2; = 1;

return new node(z ;, GROWTREE(.S)), GROWTREE(S}))

What happens if features are not binary? What about regression? “

Entropy

® D is the proportion of positive examples in S
® Do is the proportion of negative examples in S
¢ Entropy measures the impurity of S

Entropy(S) = —pg loga pe — pe loga pe

Intro AT Decision Trees 44
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Entropy

0.5

Entropy(S)

0.0 0.5 1.0

e S is a sample of training examples

Entropy is like a measure of impurity...

Intro AT Decision Trees
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Entropy

@ Entropy measures the randomness/uncertainty in the data

@ Let's consider a set S of examples with C many classes. Entropy of this set:
H(S) == pclog, pe
ceC
@ p. is the probability that an element of S belongs to class ¢
o .. basically, the fraction of elements of S belonging to class ¢
@ Intuition: Entropy is a measure of the “degree of surprise”

& Some dominant classes = small entropy (less uncertainty)

o Equiprobable classes = high entropy (more uncertainty)

@ Entropy denotes the average number of bits needed to encode S

Entropy

Lntropy(S) = expected number of bits needed to encode
class (O or ©) of randomly drawn member of .S (under
the optimal, shortest-length code)

Why?

Information theory: optimal length code assigns —logy p
bits to message having probability p.

So, expected number of bits to encode © or © of random

member of S:
pe(—logy pes) + pe(—logy pe)
Entropy(S) = —pe logs pe — pe logs pe

Intro AT Decision Trees
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Information Gain

Gain(S, A) = expected reduction in entropy due to

sorting on A
, _ ||
Gain(S, A) = Entropy(S) — > —=Entropy(Sy)
veValues(A) |9
[29+,35-] A2="?
¢
5 h [8+,30- L1 8%, 331 LLL¥, 8]

Intro AT Decision Trees 48
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Information Gain

@ Let's assume each element of S consists of a set of features

@ Information Gain (IG) on a feature F

IG(S,F)=H(S)-Y_ %H(sf)
feF

@ S¢ number of elements of S with feature F having value f

©

IG(S, F) measures the increase in our certainty about S once we know the
value of F

©

IG(S, F) denotes the number of bits saved while encoding S once we know
the value of the feature F

Choosing the most informative feature

@ At the root node, the information gains are:
o |G(S,wind) = 0.048 (we already saw)

o IG(S, outlook) = 0.246
o IG(S, humidity) = 0.151
o IG(S, temperature) = 0.029

@ “outlook” has the maximum /G = chosen as the root node

(D1.D2. .. D14}

@ Growing the tree:
o lteratively select the feature
with the highest information sl -
gain for each child of the yd e

previous node (DLDADEDIDH)  (DADTDIZDIY  (DADSDEDIODH]
2o tor1 1503

@
/

Intro AT aisun 1w 49
Computing Information Gain
ay | outlook | temperature | humidity | wind | play
1 sunny hot high weak | no
@ Let's begin with the root node 2T sy [ for TEEIE
of the DT and compute /G of I L Tigh | ek yes
each feature e
o Consider feature T A e ar
“wind” € {weak strong} and its TS T B A
IG w.r.t. the root node o o o T
T4 ran mild high | strong | no
@ Root node: S = [9+,5—] (all training data: 9 play, 5 no-play)
o Entropy: H(S) = —(9/14) log,(9/14) — (5/14)log,(5/14) = 0.94
@ Speak = [6+,2—] => H(Sypeak) = 0.811
o Sstrong - [3+3*] = H(Sstrong) =1
; Sweak S,
1G(S,wind) = H(S)— | \M;‘\ ‘H(sweak)f%msmng)
= 094-8/14%0.811—-6/14%1
Intro Al 0.048 50
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Training Example
PlayTennis: training examples
Day Outlook  Temperature — Humidity Wind PlayTennis
D1 Sunny Hot High Weak No
D2 Sunny Hot High Strong No
D3 Overcast Hot High Weak Yes
D4 Rain Mild High Weak Yes
D5 Rain Cool Normal Weak Yes
D6 Rain Cool Normal Strong No
D7 Overcast Cool Normal Strong Yes
D8 Sunny Mild High Weak No
D9 Sunny Cool Normal Weak Yes
D10 Rain Mild Normal Weak Yes
D11 Sunny Mild Normal Strong Yes
D12 Overcast Mild High Strong Yes
D13 Overcast Hot Normal Weak Yes
D14 Rain Mild High Strong No
Intro AT Decision Trees 52




Selecting the Next Attribute

‘Which attribute is the best classifier?

s [9+5-1 8:[9+5-1
E=0940 E=0.940

High Normal Weak

[6+,1] [6+.2-1
E=0811
Gain (S, Humidiry ) Gain (S, Wind)
= 940 - (7/14).985 - (7/14).592 = 940 - (8/14).811 - (6/14)L.0
=151 =048
Intro Al Decision Trees 53
(D1,D2, ..., D14}
[9+.5-]
Suniiy Overcast Rain
(DLD2D8DIDIL} (D3,D7,D12.D13} (D4.D5,D6,D10D14}
[2+3-] [4+,0-] [3+.2-]

©

4

/

Which attribute should be tested here?

Squnmy = (D1D2DSDIDI}
Gain (Ssunny . Humidity) = 970 — (3/5)0.0 - (2/5)0.0 = .970
Gain (Ssupny , Temperature) = 970 — (2/5)0.0 - (2/5) 1.0 = (1/5) 0.0 = .570
Gain (Sgyny» Wind) = 970 — (2/5) L0 - (3/5).918 = 019

Intro AT Decision Trees 54
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